The Chi – Square Test of Independence: Crosstabulation

I. Introduction

Recall that two variables are independent if the value of one does not affect the value of the other. The one-way analysis of variance discussed in the previous lecture notes was concerned with determining whether a qualitative variable (such as lightbulb brand) affected the mean value of a quantitative variable (such as the lifetime of lightbulb), or whether the two variables were independent. It often happens, however, that we are interested in the relationship between two qualitative variables. A different analysis, involving a new probability distribution called the chi-square, 
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, is required. Appropriately, this new analysis is called the chi-square test of independence.

Note: Different problems lead to different statistical analyses. Two determine if two quantitaive variables are (linearly) related, we used regression. Two determine if a qualitative variable affects (is related to) a quantitative variable, we used analysis of variance. The chi-square test will then be used to determine if two qualitative variables are related.

Example 1: In an effort to gain a better understanding of the factors affecting a person’s choice of newspaper, 200 adults who reported reading a newspaper at least once a week were asked to provide information on such variables as their favorite paper (from a list of three), their age, and their income. As in many such surveys, the respondents were asked to place their age and income into categories, thus making these variables categorical (qualitative) rather than quantitative. (There may be several reasons why an inherently quantitative variable such as income is partitioned into categories and treated as qualitative: people may be unwilling (or unable) to divulge their exact income; the data is easier to collect and code for analysis; etc.) We wish to determine how the categorical (because of the way they were reported) variables age and income affect the choice of paper among those who read newspapers.

II. Crosstabulation

The first step in a chi-square analysis of independence is to organize the data into a two-way table, also called a crosstabulation or a contingency table. The table involves arranging the “levels” of the two variables along the margins: the r “levels” of one factor comprise the rows of the table, while the c “levels” of the second factor comprise the columns. The table itself records the number of observations belonging to each of the r 
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 c “combination” of levels.

Example 1 (continued): The two-way table for the survey on paper preference appears below for the variables income (row variable) and preferred paper (column variable). For example, 25 of the 200 people surveyed reported making less than $15,000 and preferring the Chronicle. 
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             1: Chronicle 2: Bee       3: Times          Total

            ----------------------------------------

1: under 15k|         25 |         38 |         14 |        77

            ----------------------------------------

2: 15k-40k  |         18 |         41 |         13 |        72

            ----------------------------------------

3: over 40k |          3 |         44 |          4 |        51

            ----------------------------------------

Column                46          123           31         200

Total             


III. Hypotheses for the Test of Independence

The null and alternative hypotheses for the test of independence of two qualitative variables should sound familiar. Similar hypotheses have appeared in tests of relationships in simple regression and one-way ANOVA

H0: The variables are independent, i.e., they do not affect each other

HA: The variables are dependent

To conduct the test we compare the observed frequencies (counts) in the r 
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 c cells of the table with the frequencies to be expected under the null hypothesis. If the variables are independent of each other then the proportion of people who prefer a particular paper should be the same independent of the income group surveyed. For example 123 out of 200, or 61.5%, of the people surveyed prefer the Bee. If income doesn’t affect preferrence then we would expect:

· 61.5% out of 77, or 47.355, of the people in the survey making under $15,000 to prefer the Bee
.

· 61.5% out of 72, or 44.28, of the people in the survey making between $15,000 and $40,000 to prefer the Bee.
· 61.5% out of 51, or 31.365, of the people in the survey making over $40,000 to prefer the Bee
(Of course noone really expects to observe 47.355 people in a particular survey of 200 individuals. These expectations are long term averages over many such surveys.) Following this example, the formula for generating the expected frequencies is given by 
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. Thus, the number, out of 200, expected to make under $15,000 and prefer the Bee is 
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, etc. Below is the table for the survey of paper preferrence with the expected frequencies below the observed frequencies.
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             1: Chronicle 2: Bee       3: Times          Total

            ----------------------------------------

1: under 15k|         25 |         38 |         14 |        77

            |      17.71 |      47.36 |      11.94 |    38.50%

            ----------------------------------------

2: 15k-40k  |         18 |         41 |         13 |        72

            |      16.56 |      44.28 |      11.16 |    36.00%

            ----------------------------------------

3: over 40k |          3 |         44 |          4 |        51

            |      11.73 |      31.37 |       7.91 |    25.50%

            ----------------------------------------

Column                46          123           31         200

Total             23.00%       61.50%       15.50%     100.00%


IV. The Chi-Square Test Statistic

While we don’t really anticipate observing frequencies exactly equal to the expected frequencies (it’s a little difficult to find 47.355 people who prefer the Bee!), substantial deviations from the expected frequencies would lead us to reject the null hypothesis’ claim that income and preference are independent. It seems natural then that we would construct a test statistic around the deviations. We would like to sum the deviations over the r 
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 c cells of the table, but (as in the calculation of the sample variance in basic statistics) we must first square the deviations to prevent their sum from always equalling zero. The final test statistic, called the chi-square because it is assumed to follow the chi-square probability distribution (a distant cousin on the normal, t, and F distributions), weights the squared deviations in the sum by the reciprocal of their expected frequencies so that the most common combinations of the two factor variables carry the least weight in the test! The formula for the chi-square test statistic is then   
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, where Oi = observed frequency in the ith cell, Ei = expected frequency in the ith cell, and the sum is over the  r 
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 c cells of the table.

Example 1 (continued): For the survey of paper preference, 
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Intuitively, if the (weighted) sum of the squared deviations is large then we are observing frequencies very different than those expected if the factors are independent. Thus large chi-square values lead us to reject the null hypothesis and conclude that there is sufficient evidence that the two variables affect each other. How large is large? In this class we will rely on a p-value generated by Statgraphics to make the determination.

Intuitively, if the (weighted) sum of the squared deviations is large then we are observing frequencies very different than those expected if the factors are independent. Thus large chi-square values lead us to reject the null hypothesis and conclude that there is sufficient evidence that the two variables affect each other, i.e., the test is right-tailed. How large is large? In this class, we will rely on either a 
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table using df = (r - 1)(c - 1) or a P-value generated by StatGraphics or other suitable software to make the determination. 

Using a Chi-Square Table: These can be found in the appendix of any statistics text or online
Here we have three rows and three columns, so df = (3- 1)(3 - 1) = 2 x 2 = 4. All 
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 tests of independence are right-tailed, so the critical value associated with a 5% level of significance can be found from the 
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 table, part of which is reproduced below. So the rejection region begins at 9.488 for df = 4 and  0.05. 
The areas given across the top are the areas to the right of the critical value

	df
	0.995
	0.99
	0.975
	0.95
	0.90
	0.10
	0.05
	0.025
	0.01
	0.005

	1
	---
	---
	0.001
	0.004
	0.016
	2.706
	3.841
	5.024
	6.635
	7.879

	2
	0.010
	0.020
	0.051
	0.103
	0.211
	4.605
	5.991
	7.378
	9.210
	10.597

	3
	0.072
	0.115
	0.216
	0.352
	0.584
	6.251
	7.815
	9.348
	11.345
	12.838

	4
	0.207
	0.297
	0.484
	0.711
	1.064
	7.779
	9.488
	11.143
	13.277
	14.860

	5
	0.412
	0.554
	0.831
	1.145
	1.610
	9.236
	11.070
	12.833
	15.086
	16.750


Since the test statistic 
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= 19.39 > 9.488 = the critical value
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, we may reject H0, and conclude (at the 5% level of significance) that income and paper preference are dependent. 

V. Using Statgraphics

The analysis, including the chi-square test of independence, is conducted in Statgraphics by following: Describe > Categorical Data > Crosstabulation. Note: Although this analysis doesn’t make a distinction between “Dependent” and “Independent” variables, in the discussion that follows I will always make the “variable of interest” the column variable (I find this can make the interpretation of the results easier). In this problem, I’m assuming that our interest is in determining how income affects the choice of paper. Thus, paper is the variable of interest. Below is the input dialog box for paper preferrence. 

[image: image17.png]Flow Vaiable:

Column Variabe:

paper

T~ Sort column names.

Cancel Delete Transfom. Help





Next, we look at the results of the chi-square test by selecting Chi-Square Test under Tabular Options.

The p-value of 0.0007 for the test displayed in the window below suggests that we should reject the null hypothesis that a person’s income and their paper preferrence are independent (unrelated).


[image: image18.wmf]Chi-Square Test

------------------------------------------

      Chi-Square        Df         P-Value

------------------------------------------

           19.39         4          0.0007


Once a relationship between income and paper has been established, the analysis proceeds to determine the nature of the relationship. The most useful tools in Statgraphics for this purpose are the Frequency Table (use Pane Options to select Row Percentages and deselect Table Percentages) and the Mosaic Plot (found under Graphical Options). The row percentages are computed by dividing the observed frequency by the row total, eg., 
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. The mosaic plot is just the graphical representation of the frequency table using row percentages, so this particular combination works well. The goal is to describe a pattern in the relationship between income and paper if one exists. The frequency table (using row percentages) and the corresponding mosaic plot appear below.
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                                                           Row

             1: Chronicle 2: Bee       3: Times          Total

            ----------------------------------------

1: under 15k|         25 |         38 |         14 |        77

            |     32.47% |     49.35% |     18.18% |    38.50%

            ----------------------------------------

2: 15k-40k  |         18 |         41 |         13 |        72

            |     25.00% |     56.94% |     18.06% |    36.00%

            ----------------------------------------

3: over 40k |          3 |         44 |          4 |        51

            |      5.88% |     86.27% |      7.84% |    25.50%

            ----------------------------------------

Column                46          123           31         200

Total             23.00%       61.50%       15.50%     100.00%





Cell contents:

    Observed frequency

    Percentage of row
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Looking at the mosaic plot and the frequency table, we see a clear pattern emerge. As incomes increase, people are more likely to prefer the Bee, and less likely to prefer the Chronicle and Times, than is true for the sample as a whole. Because the effect of income on choice of paper is regarded as statistically significant, we assume (infer) that a similar pattern extends to the population as a whole.


For example, 61.5% of all those surveyed prefer the Bee, but for the income levels low, middle, and high the percentages are 49.4%, 56.9%, and 86.3%, respectively. These percentages differ substantially from one another (and from the 61.5% for the entire sample), and lead to the conclusion that as incomes increase people are more likely to prefer the Bee.
Example 2: Finally, we ask the question, “Is a person’s age related to their choice of paper?” 

The hypotheses for the test of independence are:

H0: Age and paper are independent

HA: Age and paper are dependent

The results of the chi-square test are reprinted below:


[image: image22.wmf]Chi-Square Test

------------------------------------------

      Chi-Square        Df         P-Value

------------------------------------------

            2.63         4          0.6218


Based upon the reported p-value of 0.6218, we conclude that there is insufficient evidence, at the 5% level of signicance (LOS), to reject the hypothesis that age and paper preference are independent. 

Usually the analysis of the relationship between age and preference would conclude with the statement that there is insufficient evidence, at the 5% level of significance (or whatever LOS is being used), to reject null hypothesis’ claim that income and preference are independence. However, let’s take the opportunity here to investigate what the frequency table (using row percentages) and mosaic plot look like for independent variables! 

Below are the frequency table and mosaic plot for age vs. paper. Notice how the row percentages for each row are nearly the same. In particular, the percentage who prefer a paper such as the Bee is (at least approximately) the same regardless of the age –group observed. In the mosaic plot this independence manifests itelf in the form of rectangles of a particular color being similar in width. For example, all of the red rectangles (representing the proportion in an age-group who prefer the Bee) are nearly the same width.
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                                                           Row

             1: Chronicle 2: Bee       3: Times          Total

            ----------------------------------------

1: under 25 |         13 |         44 |         14 |        71

            |     18.31% |     61.97% |     19.72% |    35.50%

            ----------------------------------------

2: 25-40    |         22 |         52 |         10 |        84

            |     26.19% |     61.90% |     11.90% |    42.00%

            ----------------------------------------

3: over 40  |         11 |         27 |          7 |        45

            |     24.44% |     60.00% |     15.56% |    22.50%

            ----------------------------------------

Column                46          123           31         200

Total             23.00%       61.50%       15.50%     100.00%





Cell contents:

    Observed frequency

    Percentage of row
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